Tunneling
Now that we've set the stage, we will begin to delve specifically into the "essence" of Virtual Private Networks, beginning with the subject of tunneling. We've split this chapter into two distinct sections. 

The first section introduces and examines three basic structural models for VPNs as determined by the locations of tunnel endpoints. For enterprises, you will be able to determine which of these, if any, suits the needs of your organization. For Service Providers, we will describe the basic infrastructure, deployment, and provisioning approach for each. After reading this chapter, you should understand and be able to describe the characteristics of each model, understanding the pros and cons enough to make an informed choice. 

In the second section we will concentrate on the various tunneling protocols that have been developed specifically with VPNs in mind. As with VPN deployment models, each of these protocols have certain up sides and down sides. We will attempt to bring all, or at least some, of them to light. This is not designed to be an exhaustive discussion of details of the protocol headers or operation. There are other, more in-depth treatments of these protocols available and often the standards themselves are very readable. We are aiming for just enough detail for intelligent discussions with partners and vendors and for a strong platform for planning your own VPN implementations. 

Figure 4.1 shows the two major VPN applications: remote access and LAN-to-LAN, along with the summary of the major protocols and VPN models used to implement them. 

So many equipment vendors, Service Providers, software companies, and others have gotten into the VPN "game" that there is a practically infinite array of services and solutions from which to choose. The most important consideration, of course, is to deploy a service in a way that will best serve the business needs of the organization. With all of the choices out there, it's safe to say that every organization can find a solution that meets its own most important requirements to a "T." Of course, with all of this choice comes a certain level of confusion. 

We are not even going to attempt to describe all of the possible ways VPNs can be built. Instead, this section will focus on what we consider the three most common models for VPN deployment. Why did we choose only three models? Well, we once heard a senior-level sales executive (he'll know who he is if he reads this book) say that salespeople can only remember three things about any given topic at a given time. Based on our interpretation of what he said, we'll paraphrase accordingly: If you can boil any subject down to three points, it tends to simplify the subject greatly. We are of the opinion that Virtual Private Networking is one subject that is screaming for simplification. Judging from articles we've read, we would say that we are not alone in this opinion! Therefore, we will boil it down to three models. If you start with these as a foundation, chances are you will quickly be able to determine the model that most closely suits your needs. Then you will have an easier time choosing equipment, Service Providers, and the other components necessary to build your VPN. 


Figure 4.1 VPN Protocols, Models and Applications. 

These models are distinguished from one another by what we will refer to as service endpoints. More specifically, the location of the service endpoints distinguishes each model from the other. A service endpoint can also be referred to as a tunnel endpoint. Tunneling protocols will be discussed in the second section of this chapter. 

Two of the models, the Pure Provider model and the Hybrid Provider model, involve direct Service Provider involvement in terms of VPN tunnel initiation (and in the case of Pure Provider, tunnel termination), Quality of Service, and management. Choosing either of these two is a direct indicator that the Service Provider will work closely with the customer to implement the VPN. The third model, which we'll call the End-to-End model, allows the VPN to be built in a fashion that, for the most part, disregards the Service Provider, using the public network somewhat transparently. 

Since VPNs involve enterprise as well as Service Provider network infrastructure, a discussion about VPN deployment models must reflect the views of both enterprises and Service Providers. As much as possible, this section will attempt to convey pros and cons of each model from the appropriate perspective. 

The Pure Provider Model

In the Pure Provider VPN model, all or most of the VPN value-add functionality is built into the Service Provider infrastructure and almost none of it is built into the customer network. Figure 4.2 shows this distinction. A Pure Provider VPN may or may not be built spanning multiple providers' networks. Today Pure Provider VPN services are most often deployed over one provider's network. Over time, the trend will be to build "inter-exchange" Pure Provider VPNs; however, much of the technology to make this happen is not available in 1998. We'll cover the subject of multiprovider networks later. 

A Pure Provider VPN Scenario 

Orion Enterprises chose Business Network's "Remote Access Link" service to implement its telecommuting initiative. Orion will be replacing its outdated remote access servers with a dedicated Frame Relay connection on an existing router to Business Networks, over which Orion will receive its dial traffic. Each telecommuter will receive a local access number to dial for remote access. Orion eventually plans to upgrade each telecommuter's 28.8Kbps analog modem to an ISDN link. 

Another Pure Provider VPN Scenario 

Small Country Telco has put together a custom remote access VPN service for the four major multinationals operating in the capital. Telco will host and manage traditional remote access servers in its facilities dedicated to each VPN customer. Although the network supporting the customers runs through the shared Telco transmission system, all IP routers and servers are dedicated to each customer. "Customers like to see equipment with their names on it in our racks," stated Telco's VPN marketing manager. "We don't have any religion around tunneling, we just want to get the job done." 

Advantages of Pure Provider VPNs

With a few notable exceptions, VPNs deployed using the Pure Provider model have not been well publicized in trade journals or by network industry analysts. Nevertheless, this model is especially popular with Service Providers and carriers in particular, for a number of reasons. 

Advantages to Service Providers 

First, in the Pure Provider model, the service endpoints line up perfectly with "traditional" service demarcation points. That is, there is a very clear line of distinction between what constitutes the customer's network and what constitutes the provider's network. In this model, everything on the customer premise is owned and operated by the customer, while everything "inside the cloud," from the physical circuit on out, is owned and operated by the carrier. Although carriers have made great strides in recent years developing services that include management of customer premise equipment (CPE), they still, by and large, prefer the clear lines of distinction that characterize the Pure Provider model. The relationship between the VPN service endpoints and the traditional service demarcation points is illustrated in Figure 4.3.  

Second, the carrier has much more control over the network in a Pure Provider VPN. This point touches many aspects of the network. Capacity planning, design, configuration, diagnostics, and troubleshooting are all made more difficult when the Service Provider and customer must share the responsibilities. Take the example of network configuration. More control on the part of the Service Provider typically translates to less chance of overall configuration error. Sharing of network configuration between Service Provider and customer increases the chance of configuration error. The Pure Provider model diminishes the risk of configuration mismanagement and these other potential "conflict" areas by focusing the responsibility for these elements on the Service Provider. 

Third, the Pure Provider model places the burden of scaling squarely on the shoulders of the carrier. This works out well, since much of the equipment deployed in the carrier infrastructure is high-performance, high-availability, and high-capacity equipment that is shared among many customers. A carrier can make this a selling point, as well as a differentiator for its service. 

Advantages to Customers One key benefit of the Pure Provider model to the customer is the simple fact that the customer does not need any special equipment or software in order to get the full benefit of the VPN. There is no special software required for PC clients. There is no special equipment needed at the customer premise (only a router, usually). The existing customer equipment (again, typically a router) requires no upgrades in order to meet scaling requirements. 

Another benefit to the customer of a Pure Provider VPN service is that the Service Provider assumes the majority of the responsibility for the management and administration of the VPN. With no client software to configure, and very little CPE to manage, a VPN service built on the Pure Provider model is much simpler to provision and deploy, but it also makes it much less complicated for the customer. 

Finally, with a Pure Provider VPN, predictable throughput and high qualities of service in general are easier to obtain than with other VPN models. Because the provider assumes the overall responsibility for the service network infrastructure, the network can be designed specifically with the needs of the customer in mind. The network can also be scaled to meet the needs of multiple customers without compromising the performance delivered to any of them. 

Disadvantages of the Pure Provider Model

We've spoken of the benefits of Pure Provider VPNs, now let's examine the down sides. 

Disadvantages to Customers The first and most obvious disadvantage of the Pure Provider VPN model is that the customer is completely dependent on a single provider. Since VPN tunnels are both initiated and terminated inside the Service Provider network, the customer has no recourse (other than what may be written into the service agreement) when the network fails. Even when the SLA includes financial rebates for nonperformance, the revenues and lost productivity from a network failure can be crippling to a business. 

Dependence on a single provider also means that the availability of the service on a global basis may be compromised. Unless the Service Provider has struck agreements with other Service Providers, service availability is limited to locations where the Service Provider has points of access to the network. As was stated previously, interprovider VPNs are rare since the technology required to make them happen is not widely available in 1999. The number of Service Providers offering true global access in a manner that is convenient and transparent to the user is still quite limited as of this writing. 

The second disadvantage is that Pure Provider VPNs tend to be premium services with premium price tags. In addition to the application provided, the Service Provider is also charging the customer for the peace of mind of delegating the network "problem" to the experts. They offer significant expertise, along with research, development, and management activities that a small enterprise may not be able to implement. Economies of scale often allow the Service Provider to earn very healthy profit margins. 

The third disadvantage, though arguably less valid, is that with the Pure Provider model, the customer may lose some end-to-end functionality. Data encryption is one example of this. Customers requiring end-to-end data encryption in a Pure Provider VPN must implement it themselves since there is no way for the service itself to provide it. The same can be said for other typical end-to-end services such as payload compression. 

Disadvantages to Service Providers Pure Provider VPNs can be difficult to integrate from the perspective of the Service Provider. It is one thing to build a service infrastructure. It is another thing to offer the service in an end-to-end fashion taking into account the needs of the customer to preserve all of the functionality that is already in place. In order to preserve that functionality, the Service Provider is often placed in a position of having to develop customized functionality to meet those needs. Tasks that are typically considered routine in traditional remote access are easy to preserve in Hybrid Provider and End-to-End VPNs, but they are difficult to implement in a Pure Provider model. 

Routing, address management, authentication, end-to-end encryption, and NAT are other examples of functionality that are (1) customer requirements, (2) not difficult to implement in Hybrid Provider and End-to-End VPNs, and (3) challenging to implement with the Pure Provider model. We will discuss some of the technical details of these issues when we examine the protocols used to implement the various models later in the chapter. 

The Hybrid Provider Model

In the Hybrid Provider model, both the Service Provider and customer networks play active roles in the VPN functionality as depicted in Figure 4.4. For instance, in a Hybrid Provider VPN, the VPN tunnel is usually initiated from a remote access concentrator inside the provider's cloud, but the tunnel is terminated at the customer premise. 

With a Hybrid Provider VPN, the service demarcation points are a little fuzzier than with Pure Provider (Figure 4.2). As with Pure Provider, the Service Provider network plays an active role in initiating and delivering VPN functionality. Unlike Pure Provider, however, one of the service endpoints in Hybrid Provider is on the customer premise as opposed to both being inside the "cloud." The Hybrid Provider model lends itself nicely to the notion of outsourced remote access since the customer premise service endpoint in Hybrid Provider is in the same place as it is with traditional remote access (see Figure 4.5). 

In a Hybrid Provider VPN, the Service Provider's chief responsibility is the initiation of VPN tunnels on behalf of remote users. This tunnel initiation function is typically handled during user authentication. If during authentication, it is determined that the user is a "tunneled" user, a VPN connection is initiated between the Service Provider and the customer. The user is then optionally authenticated for a second time in an authentication transaction initiated by the device serving as VPN service endpoint. Once authenticated, the user has access to the same network facilities he or she would have if connected directly to the corporate LAN via a traditional remote access solution.  

A Hybrid Provider VPN Scenario 

Yelp Records has been very happy with Telco Service Group's No Worries™ branch office managed network service. When Yelp wants to open a new warehouse, it simply calls up Telco Service Group and its Inventory Management Network is upgraded. The Service Provider handles provisioning the router, any circuits required, the address plan . . . everything. Yelp is now considering offering record store sales managers the ability to dial in to Yelp warehouses and order new inventory or look at upcoming promotions via a simple 800 number dial-up. Telco Service Group is proposing a Hybrid Provider VPN to run as an additional application on its warehouse router platform. Yelp would retain control of who would be authorized to access the system (via an authentication server), but Telco Service Group would continue to run and manage the network. 

The Hybrid Provider Model has thus far been popular with Service Providers as evidenced by their desire to evaluate technology that employs this model. There are, in fact, VPN services offered today utilizing the Hybrid Provider model. It is still unclear, however, how popular this model will be with customers since the services that are based on this model didn't begin to roll out until late 1997. With the standardization of L2TP in 1998, the commercial viability of Hybrid Provider VPN services will become better known, since many Service Providers say they will support L2TP. L2TP is the IETF standard for Layer 2 VPN tunneling––one that the entire networking world has been waiting for. A recent study by Infonetics Research, Inc. showed Service Provider use of L2TP growing by a higher percentage than any other VPN protocol between 1997 and 1998 (Figure 4.6). L2TP is a technology that was, essentially, designed for use in a Hybrid Provider VPN service. It is important to note that L2TP is not the only tunneling technology that can be used in a Hybrid Provider VPN. It is just the one that has received the most fanfare. 

Advantages of the Hybrid Provider Model

In spite of the dearth of Hybrid Provider VPN services currently available, it is easy to see why this model promises to be popular. 
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Figure 4.6 Growth of VPN Technologies by Percentage. Source: Infonetics Research. 

Advantages to Service Providers Many of the advantages to Service Providers accrue from the increasing standardization of protocols (like L2TP) that are implemented on the Hybrid Provider model. Service Providers want the competition and multivendor interoperability that strong standardization implies. Although other standards or models may be more robust or mature, Service Providers are often reluctant to commit to the single-vendor environments that they entail. Consolidation of standards also focuses industry efforts for more operational, economical, and secure products. If flaws are discovered or enhancements required, the vendor and standards community often respond quickly, as it is in the best interest of all parties. 

Other Service Provider benefits are primarily economical. Service Providers are driven to offer VPN services for all of the reasons mentioned in Chapter 3. To the Service Provider, more customers mean more revenue, but lower costs mean higher profits. Of the two models (Pure Provider and Hybrid Provider) that feature high levels of value-add from the service infrastructure, the Hybrid Provider model adds less cost simply because half the service infrastructure exists on customer premises. While the Pure Provider model requires an investment in high capacity equipment designed to terminate VPN tunnels and perform proxy services for user authentication, IP address management, and so on, the Hybrid Provider model does not. If the service is set up in such a way that the customer assumes complete responsibility for the service endpoint located on the customer premise, then there are no costs to the Service Provider to manage the customer side endpoint. VPN tunneling in a Hybrid Provider-based service is simply a side order on the menu of services, not a complete service unto itself. Therefore, it is less costly to the provider. With the smaller initial investment required in capital and human assets, Service Providers view Hybrid Provider VPNs as a logical first step into the realm of value-added differentiated services. 

Advantages to Customers From the customer perspective, as mentioned in our discussion of the Pure Provider model, Hybrid Provider VPNs are easy to deploy without significant disruption to existing facilities such as user authentication and IP address management. Most solutions built for deployment in the Hybrid Provider model are designed with remote access outsourcing in mind. Most, therefore, have built these facilities in to their solutions. 

The second advantage from the customer standpoint is that Hybrid Provider VPNs don't necessarily lock the customer into using a single Service Provider. It is quite possible, as shown in Figure 4.7 to use more than one provider in a Hybrid Provider VPN with a common VPN endpoint on the customer premise. 

The option of using multiple Service Providers translates to a number of benefits to the customer, including better leverage when negotiating billing rates, less chance of service downtime, and in all probability, better global reach. 

Disadvantages of the Hybrid Provider Model

Although the Hybrid Provider model offers up many advantages, there are still some caveats to both Service Providers and customers. 

The main disadvantage of the Hybrid Provider model to a Service Provider is the loss of complete control over the network. Since the Service Provider no longer controls the customer side endpoint, there is greater chance of configuration error. There is also no guarantee that the overall VPN will perform to the expectations set forth by the provider. Service Providers can overcome this obstacle by agreeing to manage the customer side of the VPN; however, management of CPE by the Service Provider is not always desirable to either party. The customer, for instance, may not feel comfortable having a Service Provider manage part of its network. The Service Provider may not want to assume the expense of having to manage customer premise equipment. Unless there is a strong sense of partnership between Service Provider and customer, a Hybrid Provider VPN may not make the most sense.  

The End-to-End Model

Of the three models described here, the End-to-End VPN model has thus far been the most widely deployed. End-to-End VPNs are flexible. They can be used to facilitate Internet-based remote access or to connect multiple sites securely over the Internet or another IP backbone. End-to-End VPNs appear to be firmly entrenched in terms of both mind share and installed nodes. There are many products already available for use in End-to-End VPNs. 

In the End-to-End model, the Service Provider network plays little if any active role in the setup and tear down of the VPN (Figure 4.8), functioning primarily as a transparent transport for the VPN data. Internet access is performed as usual over any of the facilities normally used. In fact, access facility independence is one of the benefits of the End-to-End model. 

An End-to-End VPN Scenario 

All of the engineers working for Software Solutions live in communities served by the All Media Broadband Internet over CATV service. Software Solutions has purchased a high-end tunnel server that will allow their engineers to work at home up to three days a week. The engineers use special "crypto" software to make secure tunnels to Software Solutions over the Internet. "I'll never go back to modems," states one of the program's pilot members. 
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Figure 4.8 End-to-End VPN Model. 

It is important to note that end-to-end does not necessarily mean desktop to desktop. An end-to-end service endpoint, for example, can exist in a VPN device serving as a proxy for multiple desktops. The important factor is that the both service endpoints exist outside the Service Provider "cloud" as shown in Figure 4.9. 

Because End-to-End VPNs are usually provider-independent, extranet VPNs are easiest to deploy using the end-to-end model, since it is unlikely that all companies participating in an extranet use the same provider. Of course, remote access and site-to-site VPNs are also deployable in an end-to-end scheme. 

One might assume that End-to-End VPNs would have no appeal to Service Providers since the Service Provider network adds little to no value in an End-to-End VPN. This is not necessarily the case. There are many Service Providers today that perform integration and management of customer premise equipment and who are staffed to manage all aspects of an End-to-End VPN including software distribution, help desk services, and network planning. These providers simply resell VPN products from a selection of one or more manufacturers and then bundle VPN integration and management services with their standard Internet access contracts. The smart thing to do, should you decide that the end-to-end approach is best for your business, is to ask your Service Provider what types of VPN-related products and services are offered.  

Advantages of the End-to-End Model

Advantages to the Customer As mentioned earlier, complete Service Provider and access facility independence are two of the advantages the End-to-End model holds over the other two. Most Pure Provider and Hybrid Provider services are limited in terms of the number of different types of access facilities supported. Some providers, for example, support only analog access, while some additionally support ISDN. Others support data over cable broadband networks. Almost all offer some kind of leased line access. The End-to-End model is oblivious to all of this, allowing access over any of them. Service Provider independence carries with it a number of sub-benefits. These include better probability of global reach (Internet roaming services, which will be covered in a later chapter, can be quite useful when it comes to End-to-End VPNs), and less chance of lost productivity due to network outage. 

Another chief advantage of the End-to-End model is end-to-end security. This is not to say that the other models are incapable of providing end-to-end security. All three can provide this dependent, of course, on the products, protocols, and other technologies that are used to implement the service. The End-to-End model, however, is the only one of the three that integrates a single, consistent security scheme all the way from the remote service endpoint to the other one located on the central network. This ultimately becomes easier to configure and otherwise manage. 

Advantages to the Service Provider From a business perspective, the End-to-End model does not seem to offer much in the way of revenue opportunities, particularly since the Service Provider network is not supplying the value-add functionality to the VPN. Still, there is a potential business benefit to the Service Provider with this model. 

As more and more businesses use the Internet as an integral part of their overall network strategy, they will begin to demand higher qualities of service for all applications, including those that ride over VPNs. To meet this demand, a new class of Service Provider has emerged, providing what has been dubbed the "Business Class" Internet. These providers offer well-managed backbones solely devoted to the business community with controlled gateways to the Internet community at large. There are no large populations of students or home users on their networks. They are also often on the leading edge providing advanced IP services such as Quality of Service (QoS) implementations or multicast capabilities and are often willing to offer written Service Level Agreements (SLAs) to their customers. Business Class Internet backbones are the ideal platform for End-to-End VPN implementations. We expect to see many more of these Business Class providers emerge in the coming months and years. 

If the Service Provider offers value-add services such as CPE integration and monitoring, help desk, 7x24 problem resolution, or others, these same services can be applied to assisting customers to implement and manage their own VPNs. Furthermore, this comes with little or no additional investment in their service infrastructure. The business upside comes from the pairing of revenues from value-added services with revenues generated from selling standard Internet access. With all of this, the Service Provider's network need not be upgraded to directly support any special VPN technology or protocols, therefore capital expenditures are kept to a minimum. As evidenced by the many Service Providers who are offering VPN "services" based on the End-to-End model, there is an advantage, after all, to using this model, even for a Service Provider. 

Disadvantages of the End-to-End Model

Disadvantages to the Customer The disadvantages of the End-to-End model from the customer's perspective lie not so much in the technology itself, but in business-related aspects of the VPN. 

First, Remote Access VPNs that use the End-to-End model often rely on client software that resides in the user's desktop (or laptop) computer. The client software implements the critical VPN functionality (tunneling, encryption, etc.) for the remote user. The distribution and support of this software to a potentially large user population can be problematic for an enterprise IT organization. To complicate this issue, the users are not located in any one facility for easy access and troubleshooting, but tend to be geographically spread out. 

If the customer is not staffed or otherwise properly resourced to manage an End-to-End VPN, the chances for failure are high. Any complete network deployment, be it a voice network, Wide Area or Local Area Network, or a VPN, carries with it a high price tag. Capital expenditures for equipment, initial investment in human resources for planning, design, installation, configuration, user training, and further investment in ongoing support must all be factored into the overall cost of the VPN. This does not even include the expenditures for Internet access! There are also high costs (in the form of lost productivity and/or revenues) associated with any disruption to the existing network that may be incurred by the deployment of the new VPN. 

The second disadvantage is primarily technical: There is currently no way to ensure any kind of consistent performance in an End-to-End VPN when it uses the Internet as its transport. In the End-to-End model, network performance is completely dependent on the general performance of the Internet. For this reason, many Service Providers offering VPN services based on the End-to-End model do not allow the VPN traffic to "cross over" from their own networks to the Internet. Customers using the End-to-End model must, therefore, be careful about setting unreachable performance goals unless they decide to use a service such as the one described above. 

Disadvantages to the Service Provider The most obvious disadvantage of the End-to-End model to the Service Provider is loss of control over the network. This makes sense when you consider that End-to-End is more or less the opposite of Pure Provider, and Pure Provider offers the greatest degree of control by the Service Provider. This lack of control correlates directly with the likelihood that a customer will choose a different Service Provider based on that provider's ability to offer more than just "commodity" services. Unless the Service Provider offers the type of value-add services described earlier in conjunction with the End-to-End VPN, there really is no benefit to the Service Provider of this model. 

Summary

Part of choosing a VPN is deciding first which model best suits the needs of your business. If your organization is somewhat short-staffed and/or you don't mind outsourcing much of the VPN functionality to a Service Provider, then chances are you will be more inclined toward either the Pure Provider or the Hybrid Provider models. If you have the resources necessary to build your own VPN, you may opt for the End-to-End model since it offers high levels of end-to-end security and a certain degree of independence relative to providers and access methods. 

Whichever way makes sense, you are likely to succeed as long as you consider and understand the tradeoffs involved with each model and are able to choose the model that makes the most sense for you. As a way to simplify a bit further, figure Table 4.1 below summarizes the various tradeoffs involved with each VPN model. 

Table 4.1 Summary of Pros and Cons of VPN Deployment Models 

	Model
	Perspective
	 
	Pros and Cons

	End-to-End
	Customer
	Pros
	 Access facility independence

	  
	  
	  
	 Service provider independence

	  
	  
	  
	 Guaranteed" end-to-end security

	  
	  
	Cons
	 Expensive to implement/manage

	  
	  
	  
	 Inconsistent performance is a risk

	  
	Service Provider
	Pros
	 Possibly other related services

	  
	  
	  
	 No additional infrastructure

	  
	  
	Cons
	 Lack of control

	  
	  
	  
	 Competitive threats

	Pure Provider
	Customer
	Pros
	 No special software, hardware

	  
	  
	  
	 Predictable throughput/QoS

	  
	  
	  
	 Little management/administrative burden

	  
	  
	  
	 Premium service

	  
	  
	Cons
	 Dependent on single provider

	  
	  
	  
	 Global coverage?

	  
	  
	  
	 May lose end-to-end functionality

	  
	  
	  
	 Premium priced

	  
	Service Provider
	Pros
	 Clear service demarcation points

	  
	  
	  
	 Control over network

	  
	  
	  
	 Infrastructure economies of scale

	  
	  
	Cons
	 End-to-end functionality difficult

	  
	  
	  
	 Customized infrastructure

	  
	  
	  
	 High implementation costs

	Hybrid Provider
	Customer
	Pros
	 Integration with existing network

	  
	  
	  
	 No single provider dependence

	  
	  
	Cons
	 Requires VPN capable CPE

	  
	  
	  
	 Customer owns burden of scaling

	  
	Service Provider
	Pros
	 Strong protocol standards

	  
	  
	  
	 Lower implementation costs

	  
	  
	Cons
	 Loss of complete network control

	  
	  
	  
	 May require management of CPE


Tunneling is the encapsulation of packets or frames inside of other packets or frames––like putting an envelope inside another envelope. Tunneling as a technique plays a number of significant roles in the deployment and use of VPNs; however, it is important to remember that tunnels are not VPNs and VPNs are not tunnels. Some of these roles include: 

· Hiding Private Addresses Tunneling hides private packets and their addresses inside publicly addressed packets so that the private packets can cross the public network. For example, an organization that uses unregistered IP addresses in its private network can use tunneling to facilitate communications over the public network without having to change its IP addressing design. Network Address Translation (NAT) or other protocol gateways can also be used to accomplish this task, but there are number of issues to consider with those methods. 

It is much more difficult to secure the traffic when NAT and/or gateways are used exclusively, because those techniques do not provide any inherent security for the payload. NAT and gateways do a good job of protecting private networks from outsiders, but they do not protect data, vis-à-vis encryption, from "eavesdropping" as it traverses the public network. NAT and gateways simply restructure the packet headers in order to assign those packets identities that are palatable to the network (usually the public Internet) over which they are being sent. 

Some application protocols, like the TCP/IP file transfer protocol FTP, actually use IP addressing in the application layer headers. Ensuring that all of these application protocols continue to work can be a big job. The use of tunneling instead of NAT, in this case, is a far more simple way to solve the problem. 

· Transporting Non-IP Payload Tunnels are somewhat akin to virtual circuits. The primary difference between the two is that virtual circuits are built at the link layer (Layer 2) of the OSI stack and tunnels are usually built at the network layer (Layer 3). The virtual circuit header usually contains a field, or in some cases, an entire sub-header, that identifies the network layer packet to follow. The best known example of this is the Frame Relay frame with an RFC 1490 header appended to the Layer 2 header. RFC 1490 (Multiprotocol Encapsulation in Frame Relay) is the IETF standard that describes how different protocol packet types are encapsulated in a Frame Relay Frame. Though it is a rough depiction (many apologies to our friends Caralyn Brown and Terry Bradley, two of the authors of RFC 1490), Figure 4.10 shows how this is implemented. 

VPN tunneling also allows for the transport of non-IP payload, such as IPX or AppleTalk packets, by building an IP header, followed by a tunneling protocol header, around the payload. Depending on the tunneling protocol itself, the payload is either a Layer 3 packet or Layer 2 frame. This is exemplified (again, in a rough sort of fashion) in Figure 4.11. 

Thus, the non-IP packet becomes payload that can then be transported over an IP network such as the Internet. Any network layer protocol can be encapsulated inside of an IP packet using the variety of standard and nonstandard tunneling protocols available. Again, we're not going to get into much detail here, since many of these protocols are described later in this section. 

· Facilitating "Data Shunting" Tunneling provides an easy way to forward, or "shunt," entire packets or frames directly to a specific location. There, they can then be subjected to security, Quality of Service, or other network policy administered by the organization that owns the destination network. 

· Providing Built-in Security Some tunneling protocols, most notably IPSec, add additional security layers (encryption, authentication, etc.) as built-in components of the protocol. Others, such as L2TP, make strong recommendations on how to implement security. PPTP also offers encryption as an option within the protocol. 

VPN tunneling protocols are the topic of much "religious" discussion among networking types. We're not completely sure why, but we suspect that like anything else, the choice of tunneling protocol for a VPN will ultimately come down to what is most comfortable and feels the most safe. Like VPN deployment models, there are quite a few tunneling protocols out there from which to choose. We'll spend the most time on the three that we feel offer the best overall chance for success in terms of maturity, long-term viability, features, and flexibility. Those three are IPSec, PPTP, and L2TP. Afterwards, we'll take a look at some of the other more popular ones. 

IPSec

In many of the papers and articles we've read on VPNs, IPSec is referred to repeatedly as a "protocol." Interestingly, though, IPSec is not actually a single protocol. IPSec (short for IP Security) is actually a collection of protocols. These protocols are defined in a number of Internet Request for Comments (RFCs) and Draft Specifications that are collectively overseen by the IETF's IPSec Working Group. As of this writing, the IPSec "protocol" consists of over forty RFCs and drafts. 

Now that we've cleared up that little technicality, we will confess that we too are going to refer to IPSec as a tunneling protocol, for simplicity, nothing more and nothing less. 

IPSec is supported both for IP Version 4 (IPV4) and for IP Version 6 (IPV6). With IPV6, IPSec is a standard component of the protocol. 

IPSec was first formally defined in 1995 with the introduction of RFC 1825, "Security Architecture for the Internet Protocol." This document was important in that it set up a baseline definition for securing IP packets that networking vendors could actually implement in their solutions. IPSec provides integrity and confidentiality for IP packets. As a means for providing these services, IPSec is comprised of three basic elements, all of which make it useful as a VPN protocol: authentication (packet-level, as opposed to user-level), encryption, and key management. 

· Authentication is the act of verifying that the senders of data are who they claim they are and that the data sent is the same as the data received. 

· Encryption is the act of "scrambling" data so that it is incomprehensible to anyone not in possession of the proper key. 

· Key Management refers to the act of reconciling or negotiating the value of a security "key" between the sender and receiver.  

Packet-level authentication in IPSec is provided by the IPSec Authentication Header as defined in RFC 1826. This is commonly referred to as IPSec AH. Figure 4.12 illustrates an IPV4 packet with the AH header added, while Figure 4.13 demonstrates the integration of the AH header in an IPV6 packet. 

IPSec supports payload encryption via the Encapsulating Security Protocol as defined in RFC 1827. This is commonly referred to as IPSec ESP. ESP and AH can be and frequently are used together. 

ESP has two modes of operation––Tunnel Mode and Transport Mode. The difference between the two modes can be summed up as follows: 

· Tunnel Mode encapsulates the original IP packet inside of an "outer" IP packet (creating a completely new packet with the original packet as its payload). 

· Transport Mode simply adds the ESP header to the original packet header before it is forwarded. 

Figure 4.14 illustrates the use of IPSec ESP in an IPV4 packet. Tunnel mode is especially useful when the user is using an "unregistered" IP address or for some reason wants to hide the addresses of network elements within the network. 

It is important to note that VPNs use both modes of ESP. Tunnel Mode is frequently used as a "stand-alone" VPN tunneling protocol. 

An IPSec Tunnel Mode Scenario 

Jerry wants to connect to his corporate LAN securely via the Internet. However, since Jerry's company uses unregistered IP addresses, Jerry must "tunnel" his data inside a packet that uses Internet-registered source and destination addresses. IPSec software running on Jerry's laptop provides not only the tunneling function (IPSec Tunnel Mode), but encryption and authentication services as well. A VPN device on the corporate LAN is able to authenticate Jerry's packets using IPSec AH. The same device also decrypts Jerry's encrypted packet using IPSec ESP and strips the "outer" IP header, leaving the original packet with its unregistered destination address intact. The packet is then forwarded to its destination host. 

Transport Mode is used in two related, though not identical, VPN scenarios. The first is the case where the payload from the original packet is secured prior to being sent on the network. In this scenario, then, the payload has already been encrypted and is decrypted after the packet has arrived at its destination. The second scenario involves a Pure Provider or Hybrid Provider VPN in which the tunneling protocol used by the Service Provider requires protection from denial of service or theft of service attacks. 

An IPSec Transport Mode Scenario 

WireSpeed, a national ISP, offers a VPN service based on the Hybrid Provider model. The tunneling protocol it uses in this service runs over IP with UDP encapsulation. WireSpeed is concerned that network interlopers or even unscrupulous competitors may attempt to disrupt its service by attempting to "spoof" tunnel disconnect messages purportedly initiated by WireSpeed's equipment. In reality, though, the disruptive messages would be generated by the intruder. To combat these attacks, WireSpeed secures all of its tunnel command and control messages using IPSec Transport Mode as shown below: 

· The user sends an IP packet (using PPP over a dial connection) to the RAS: [PPP][IP Packet] 

· WireSpeed's RAS creates a tunnel for the users packet: [IP][UDP][Tunnel Header][PPP][IP Packet 

· WireSpeed secures the tunnel using IPSec: [IP][IPSec ESP][UDP][Tunnel Header][PPP][IP Packet] 

In doing so, it is practically impossible for an intruder to spoof the tunnel command and control messages. WireSpeed can now legitimately advertise its service to customers as being "secure." 

How Does IPSec Work?

IPSec always involves two parties. We'll call them the sender and the receiver. In IPSec-ese, the relationship between sender and receiver is called a security association. (Occasionally, people refer to IPSec associations as "connections" or "sessions." Technically, this is inaccurate; however, it is understandable, since from the user's perspective, a connection does exist between the user and the remote application. When IPSec is used this way, it is sometimes referred to as a "secure" session, so it's perfectly understandable that the terms are sometimes misused. We probably do the same more often than we'd like to admit!) 

In spite of the fact that executing the IPSec protocols can be fairly resource intensive to devices that implement it (we'll cover this a bit more in Chapter 5), the actual operation of IPSec is reasonably straightforward. First, both sender and receiver must obtain a shared key using one of the methods supported by IPSec. The key may be obtained either manually, through static configuration, or dynamically using any of a number of "standard" methods. Once this key is negotiated (or simply assigned), and the sender and receiver maintain identical keys, the security association exists. 

Next, the sender "hashes" its data using the keyed value, producing a digital signature that can only be read by the receiver with the right key. When ESP encryption is used, the sender also encrypts the data according to the algorithm being used. The scrambled text is called ciphertext. ESP does not mandate an encryption algorithm. Still, the most popular encryption algorithms used in IPSec include DES (Data Encryption Standard), 3DES (a.k.a. "Triple" DES), and RC4. The sender then transmits the secured packet over the network towards its destination. 

56-bit, 64-bit, 128-bit, Hike! 

We've recently encountered a bit of confusion regarding the size/length of the keys used by DES and 3DES. Let's see if we can clear it up . . . 

A DES key has a 64-bit value. However, eight of those bits are used to check parity, and are effectively thrown away by the algorithm. This is why DES is typically classified as a 56-bit algorithm, though the keys themselves take up 64 bits. 

One might assume that 3DES uses a key that is three times the length of a single DES key. Using this logic, a "full" 3DES key, comprised of three separate single DES keys, would actually take 3 * 64 = 192 bits to store. 3DES, however, uses a key that consumes 128-bits (two 64-bit blocks as keys for the three encryptions/decryptions). The actual length of the key, however, is only 112 bits (2 x 56 bit keys) with the remaining 16 bits (2 x 8 bits) used for parity checking. 

Triple encryption is an entirely different story. Triple encryption uses three different keys with the same single DES algorithm. This method, however, turns out to be only as strong as two times the length of the key. In actuality, the statement that 3DES is twice as strong as DES implies an effective key length of 112 bits. 

Regarding 3DES, by the way, there are at least two different variants, one of which uses two independent DES keys and one of which uses three. For IPSec, the three-key variant is the one used. 

Get it? We didn't think so. For a full explanation of all this, see Bruce Schneier's excellent book Applied Cryptography, Second edition, Chapter 15. 

At the other end, the receiver gets the packet and, using its key, runs the same algorithm in reverse in order to return the data to its original clear text form and again forwards the packet toward its destination. 

If the receiver is a VPN appliance or other device responsible for handling multiple IPSec associations, a library of keys and algorithms must be kept––one for each association. This is where scaling and performance are likely to be a concern. It is difficult enough for a device to manage its own keys, encryption, and the like. Imagine the processor burden of managing this for hundreds or thousands of associations simultaneously! It is therefore important, when evaluating products, to find out how many security associations can be supported simultaneously by the device and what kind of performance to expect under real network conditions. 

Practical Use of IPSec

IPSec can be and is implemented on a variety of platforms and in a variety of models as shown in Figures 4.15 and 4.16. 

Another IPSec Tunnel Mode Scenario 

National Insurance wants to use VPN technology to enable its agents to price and configure insurance policies through the Internet, right in the customer's home. Because they are especially concerned about privacy, they want the security of 3DES encryption. Agents will be given an ISP account in their local area, along with IPSec client software. National has updated its Internet connection to a full T1 to support 400 agents and has bought a well-respected dedicated IPSec tunnel server. National now specially permits IPSec connections to pass through their firewall, but only to the dedicated tunnel server. 

Hosts (such as PCs) typically run IPSec client software provided by a variety of hardware and software vendors. Eventually, IPSec will be included in standard operating system software either as a standard component of the IP Version 6 stack or as a configurable option in IP Version 4, the stack that is included in most operating systems. 

General purpose servers (such as firewalls or others) can also be enabled with IPSec server functionality. For firewall products, IPSec functionality is a natural extension to the embedded security functionality. Integration of VPN and firewall functions seems like a great idea; however, price, performance, and scaling needs should be considered before this integrated approach is chosen. 

IPSec "appliances" (usually dedicated to VPN applications) have begun to take a stronger hold in the market over the past twelve months or so. 

An IPSec-based VPN Service 

Retail Solutions Inc., a small systems integrator, wants to set up a temporary extranet with its two subcontracted programming firms and the end customer. Only a small number of systems within each organization will participate in the VPN and all of them have public address on the Internet. The firms contract VPN Associates to implement an IPSec-based VPN. VPN Associates uses commercial IPSec servers in transport mode to dynamically encrypt packets from any partner firm going to one of the other partners. Packets destined to systems other than those that are members of the VPN user group are dropped. VPN Associates provisions and manages the VPN servers and sends each partner a usage report each month. 

Advantages of IPSec as a VPN Tunneling Protocol

IPSec, when it is used as a tunneling protocol, is by far the most popular Layer 3 tunneling approach used in VPNs (PPTP is the most popular Layer 2 approach). There are several reasons for this. First, IPSec supports built-in encryption but is, in fact, quite flexible in terms of how encryption is implemented. IPSec doesn't dictate an encryption algorithm––only the format of the encryption header itself. This makes it easy to implement IPSec in software while using hardware––usually in the form of ASICs (Application Specific Integrated Circuits)––to handle processor-intensive activities such as key management and packet encryption. Developers of VPN solutions have leveraged this flexibility by utilizing IPSec as their "cornerstone" technology. It is available both in software running on desktop clients and in hardware "appliances" that function as Internet-attached security proxies for users, groups, or even entire organizations. This product mix offers a "best of both worlds" scenario. Other reasons for the popularity and long-term viability of IPSec are: 

· The wealth of standards work that has been and is being done around IPSec. 

· Widely publicized adoption by several large organizations and key industry groups such as the ANX (Automotive Network Exchange) and Kinko's Business Centers, among others. 

· IPSec leverages the popularity of IP––most applications are now written specifically to run over IP networks. 

· IPSec headers are built in to the IPV6 packet format. This assures long-term viability, which, for many organizations, provides a high level of comfort with the decision to implement the technology. 

IPSec Limitations

One shortcoming of IPSec is that is does not address network protocols other than IP. For non-IP traffic to be protected by IPSec, it first has to be tunneled inside of IP. This adds a layer of unnecessary overhead to data packets, so IPSec is not considered optimal when transporting protocols such as IPX/SPX, AppleTalk, or others. 

Another limitation, albeit one that is sure to be solved over time, is interoperability. Most currently available versions of IPSec are not interoperable between vendors. This reflects not only the status of the many standards involved, but the options available for encryption, key management, and so on. 

Summary

To summarize, you will want to seriously consider IPSec as your VPN tunneling technology of choice when: 

· There is no need to encapsulate multiple protocols––IPSec only addresses IP. 

· Built-in security is of the utmost concern––IPSec contains built in encryption and authentication. 

· You want to use a single device to enable security on behalf of a number of users. There are many IPSec "appliances" on the market that support LAN-to-LAN VPN functionality. 

· You are looking for a "standard" approach that will eventually guarantee interoperability with solutions from other manufacturers. 

PPTP

PPTP (Point-to-Point Tunneling Protocol) was first defined in a now-retired Internet draft specification. It is now considered a "work in progress"; however, as of July 1998 there was a new version of the Internet draft. 

PPTP was designed to facilitate secured data transfer from a remote client to a private enterprise server using the Internet access infrastructure as a common transport. PPTP creates a VPN by tunneling PPP frames over TCP/IP-based data networks such as the Internet. Although Microsoft's implementation was the first available and is still the best known, there are now several implementations available. 

PPTP was initially developed by a team of engineers from Microsoft, ECI/Telematics, Ascend Communications, and US Robotics (now part of 3Com Communications), and it has found wide use in VPNs thus far. There are several reasons for this: 

· Marketing Because of its huge installed base, Microsoft's involvement with and sponsorship of any given technology always sends a powerful message to the industry. As one of the inventors of PPTP, Microsoft has used its omnipotent marketing muscle to promote PPTP heavily. 

· Timing The developers of PPTP were among the earliest to recognize the potential of outsourcing the remote access component of the corporate network to the Internet and its omnipresent dial access infrastructure. Then they acted on this vision and introduced PPTP-based solutions before competing solutions could come to market. In short, PPTP had quite a head start. 

· Flexibility As is the case with IPSec, there is more than one way to implement PPTP (more on this to come). Because it encapsulates the entire PPP frame, PPTP can support multiple network protocols (theoretically, any protocol that runs over PPP). We say theoretically because the PPTP server must have a forwarder for the appropriate protocol built into its system, as the following case illustrates. 

PPTP and AppleTalk 

Suppose you have a PPTP client that runs on your Macintosh and can set up the PPTP tunnel around an AppleTalk packet. Roughly speaking, the packet looks like this as it exits your system: 

[IP][PPTP][PPP][AppleTalk Packet]

When the PPTP packet hits the server, it is processed normally as a PPTP packet. Once the IP, PPTP, and PPP headers are stripped, however, the server has no idea what to do with the AppleTalk packet, so it simply throws it away. This is not good. 

PPTP is flexible in other ways as well. It can run over dial-up lines, local area networks (LANs), or wide area networks (WANs). It can run over the Internet or any other TCP/IP-based network, private or public. Later, we'll touch on a couple of more aspects of PPTP flexibility. 

How Does PPTP Work?

PPTP uses two basic packet types––data packets and control packets. Data packets contain actual user data. These are encapsulated using the GRE (Generic Routing Encapsulation) protocol. Control packets are used for signaling and status inquiry. Control packets flow over a TCP session that is set up between the two devices serving as tunnel endpoints. There is actually a third type of packet, the management packet, defined in the PPTP specification; however, the contents of these packets are not currently defined. 

To initiate a PPTP tunnel, the PPTP client must first establish a TCP session with the server. Once this session is established, PPTP control messages can be sent between the client and the server. These control messages are used for all aspects of the operation of the tunnel. Once the tunnel has been successfully initiated, GRE-encapsulated data packets can flow in either direction over the same tunnel between the client and server. 

When the user is finished working, the PPTP client sends a control packet to the server that disconnects the session and tears down the tunnel. 

PPTP Implementation Models

As we mentioned earlier, PPTP employs a client-to-server architecture; however, the identity of client and server are left largely to the whims of the implementation. Consistent with our "three is the most likely to be understood before mass confusion sets in" theory, we'll now discuss the three most common PPTP implementation models we know of. They are: client-server, RAS-server, and server-server. 

Client-Server The most prevalent model involves a remote client, usually a PC with PPTP client software installed, connecting to the Internet and then tunneling over the IP backbone to a PPTP server installed on the user's "home" network. The PPTP client software can also reside on a dial-up router. The Client-Server PPTP model is consistent with the End-to-End VPN model described in the previous section. 

Assuming you choose PPTP as your tunneling protocol, we'll leave the specifics of the installation to you. In short, though, the first step in running PPTP is to install the PPTP server in the enterprise network, usually in what's known as the network DMZ (De-militarized Zone). The DMZ is the area of a network residing between an external firewall and an internal firewall as shown in Figure 4.17. As a point of reference, most companies' external Web servers are installed in the DMZ, while private Intranet servers are installed behind the internal firewall. The external firewall implements security policy that is designed to keep all unwanted external traffic from entering the corporate network. It also may apply security policy to outbound traffic. The internal firewall plays a more complex and active role in deciphering which traffic can go where within the network. 

In Figure 4.17, for example, the intranet server would probably be installed in the "Trusted" network, while an extranet server accessible by business partners from the outside would be installed in the "Semi-trusted" network. The internal firewall would ensure that traffic from the "Semi-trusted" network couldn't penetrate the "Trusted" network. The "Untrusted" internal network would be used by visitors to the campus with the internal firewall only allowing traffic from the "Untrusted" network to stay on that network or get out to the Internet. 

The second step is to install and configure the PPTP client software. Once the client and server are installed and properly configured, PPTP can be used. 

To use PPTP, the client must first connect to the Internet (or other IP backbone) using his or her standard account. In doing so, the client obtains a registered IP address that serves as the "outer" IP address in the PPTP packet. As well, the PPTP server located in the DMZ has a registered IP address. The external firewall would then allow PPTP packets (TCP port 1723) with the destination IP address of the PPTP server through to the DMZ so that the PPTP session can be established and later torn down. 

A Simple Client-Server PPTP Scenario 

Design Interiors is a small ten-person interior decoration firm. The decorators occasionally need to upload price lists over the Internet. The contract MIS manager enabled the PPTP service on Design Interiors' existing NT server and set up Microsoft Dial-up Networking VPN client on each Windows 95 PC. 

The benefits of the Client-Server PPTP model are: 

· ISP Independence The Service Provider network does not require any special tunneling capability or other policy associated with the VPN. 

· End-to-End Compression and Encryption The most secure network is one that implements end-to-end security including the "First mile" connection to the Internet. 

· Integration at the Desktop The PPTP client is already included with Windows NT version 4.0 as well as Windows 98. Windows 95 supports a number of PPTP clients, including one available as a free update from Microsoft. In general, though, no special software must be purchased to implement a PPTP-based VPN. 

RAS-Server The popularity of PPTP has motivated several remote access equipment manufacturers to develop and implement PPTP on their products, giving rise to the RAS-Server model. In this model, the RAS in the Service Provider PoP takes on the role of PPTP client and initiates the PPTP tunnel to the server on behalf of its remote client or clients. The PPTP client functioning this way is called a PPTP Access Concentrator, or PAC. Because a PAC can multiplex several PPP sessions over a single tunnel, each individual remote user does not have to set up a separate tunnel. All users from within a single login domain share the single PPTP control channel that exists between the PAC and the PPTP server, otherwise known as the PNS (PPTP network server). If you hadn't guessed already, this model conforms to the Hybrid Provider VPN model. The benefits of the PPTP RAS-Server model are: 

· It supports clients not capable of tunneling. This model provides an easy approach for organizations that support Windows 3.1 clients, early versions of the Macintosh, and even Unix or Linux workstations that support PPP but have no integrated tunneling capability. 

· It provides the benefit of "data shunting." Having the Service Provider handle the task of tunnel initiation means that the user has less control over destinations, which may be attractive to certain employers. For more on this, refer to the introduction at the beginning of this section. 

· It is server-efficient. Client-Server PPTP tunneling is somewhat inefficient because each remote user represents a single tunnel. One hundred users equal one hundred tunnels, and so on. With RAS-Server PPTP, the same one hundred users can be connected using a few tunnels at the most. This represents a decrease in server load relative to the number of TCP sessions that must be maintained in support of PPTP users. 

· It supports no-maintenance/Low-maintenance clients. Having the PPTP client on the remote user's desktop means it has to be installed (to a certain extent), configured, and supported. This can be costly to an IS department in terms of time and effort. "Out-tasking" the tunneling function to the Service Provider is a way around having to bear the cost burden of supporting individual clients. 

Server-Server Microsoft is the only known vendor that currently supports server-server PPTP. A Server-Server implementation would look something like the router-router IPSec example from Figure 4.16 substituting the two PPTP servers for the two IPSec routers. 

A Simple Server-Server PPTP Scenario 

After opening several successful branches in the northeast United States, Antique Reproductions wants to make an assault on the lucrative UK antique market. Even a slow private data circuit between the Boston head office and the Maidenhead site in the UK would be prohibitively expensive. Antique Productions decides to implement a Server-to-Server PPTP connection through the Internet to support its simple file-sharing–based applications. 

The benefits of the Server-Server PPTP model are: 

· "Blanket" Coverage This model applies a PPTP tunnel to all traffic from all users between networks without each client having to run a PPTP client. 

· Inexpensive if You are Already an NT User If you already have NT servers and connections to the Internet for most of your sites, this model provides a "quick and dirty" Wide Area Network. There is no need to implement separate circuits and/or technology to handle site-to-site connectivity. 

Other Features of PPTP

As we mentioned earlier, there are some other aspects of PPTP worth mentioning. 

End-to-End Data Encryption At the very end of the current PPTP draft, there is a short section on security considerations. It states plainly that security is not discussed in the specification. Rather, security is left up to the PPP protocol that is, of course, encapsulated within PPTP. PPP handles security at the link layer as part of the Link Control Protocol (LCP) options that are established during PPP session establishment. What this means is that encryption is negotiated between the remote client and the PNS when PPP comes up. 

A Scenario Involving Encryption with PPTP 

Phil is running Windows 98 on his desktop, which is configured to support 128-bit RC4 encryption as an option for PPP connections. Phil's company has installed and configured PPTP on a server back at the home office. The server is configured to support 128-bit RC4 encryption for some users' PPTP sessions, including Phil's. When Phil initiates a PPTP tunnel to the server, PPP negotiates the 128-bit RC4 encryption. The data is encrypted before it is tunneled inside of PPTP by Phil's dial-up client. The server, since it terminates the PPP session, decrypts Phil's data after the PPTP header is stripped from the packet. The result is strong end-to-end encryption over the PPTP session. 

128-bit encryption keys can be used in the United States and Canada. Most international law requires the use of 56-bit keys. Regardless of the key and encryption algorithm, though, as long as the PPP client and the PPTP server support the same key and algorithm, the user's data can be secured end-to-end. 

End-to-End Data Compression Just as it supports end-to-end encryption, PPTP supports end-to-end compression, again based on the compression method supported by both ends of the virtual PPP link. Again using the Microsoft implementation as an example, MPPC (Microsoft Compression Control Protocol) using the well-known LZS compression algorithm can be negotiated during the PPP LCP bring-up. Compression is important because it preserves bandwidth by shortening the length of the payload. Since PPTP supports MTU sizes up to 1583 octets, not including the length of the extra packet headers that PPTP adds, this becomes even more important because most networks are configured for a total MTU of 1500 or so octets. Without compression, packets (especially larger ones) would almost certainly be fragmented impacting overall throughput and performance. 

Outgoing Call Support With enterprise-located remote access, one of the traditional applications has been PPP dial-out. Dial-out enables the RAS to be used as a modem pool for these outgoing sessions, saving network managers the cost, inefficiency, and management burden of installing and maintaining individual modems at user desktops. When this modem pool is moved out of the enterprise computer room (as in the case of remote access outsourcing and the use of a Remote Access VPN), the dial-out functionality is taken away unless an alternative can be found. The alternative, when PPTP is used, is the Outgoing Call Request. 

Usually, PPTP is used to initiate a tunnel from a remote client to the enterprise-installed PPTP server. In the case of the Outgoing Call Request, the process is reversed. The PPTP Network Server (PNS) actually functions as the PPTP client, initiating a connection to the remote PPTP Access Concentrator (PAC). The PAC then actually performs the dial-out function. 

Outgoing Call Support in PPTP 

Mickey, a research analyst, has software on his PC that redirects modem calls from his PC COM port to a LAN-connected Remote Access Concentrator. Mickey's company has recently entered into a contract for a Remote Access VPN service with Edge Access, a regional ISP. In the past, when Mickey required a dial-out session to gain access to the Lexis-Nexis online information system, the Remote Access Concentrator would dial the Lexis-Nexis computer directly. With his company's new VPN service, Mickey's dial-out session is redirected to the corporate PPTP Network Server (PNS). When the call request arrives from Mickey's system, the PNS initiates a PPTP Outgoing Call Request message to the PPTP Access Concentrator (PAC) in the Service Provider's PoP. Upon receiving this control message, the PAC initiates a modem connection to Lexis-Nexis. The PPP session is then set up between the PPTP Network Server and the remote Lexis-Nexis host. Mickey can now perform his research on Lexis-Nexis as he always has. 

PPTP Limitations

PPTP as a VPN tunneling protocol does quite a few things well; however, we feel it is important to also point out some of its shortcomings and general things to watch out for. 

Performance Issues PPTP may have performance issues over high-latency networks. There are a couple of reasons for this. First is the use of TCP for PPTP control packets. TCP is a session-oriented protocol, meaning a session exists between the PPTP client and PPTP server during the life of the tunnel. TCP implements flow control based on configurable send and receive window sizes. The window size is the number of input or output buffers available for sending data. The size of the window is similar to the length of time a traffic light stays green before changing to yellow and red. When the road ahead is congested anyway, it is all right if the light is green for only a short period of time (small window). When the road is wide open, the longer the light stays green the better (large window). Usually, larger window sizes lead to higher performance on faster networks. The problem is that performance over the Internet can fluctuate widely so it is difficult to predict an optimal window size. 

Microsoft did issue an update to NT 4.0 and Dial-up Networking (DUN) version 1.3 that was designed to improve PPTP performance over high latency networks and networks prone to packet loss. The update increased the default receive window size. It also included the ability to run "packet-by-packet" (i.e., history-less) compression and encryption. Theoretically, these are good things; however, they are both items that should be configured after a network analysis to determine if the updated settings would really be useful. 

Scaling Issues The PPTP network server is called upon to terminate PPP sessions as well as PPTP tunnels. The requirements for terminating PPP, including all of its options, are significant. The "typical" Microsoft NT version 4.0 server should not be called upon to terminate more than a dozen or two PPP sessions. There are, however, devices on the market designed to terminate large numbers of PPTP connections simultaneously, including compression and/or encryption. An important consideration should always be the number of users that will require connectivity via PPTP simultaneously. 

Security Issues An enlightening report on PPTP security was issued in June 1998 by Counterpane Systems, a well-known security consultancy. The report exposed security holes in Microsoft's version of PPTP. Among them: 

· Weak authentication using only the Challenge/Reply Authentication Protocol (CHAP) as the way to authenticate the PPTP client. 

· Poor encryption using easy-to-crack keys based on easily obtainable users' passwords. There were also flaws in the encryption algorithm itself. 

· Unauthenticated TCP control packets, which left the VPN open to denial-of-service attacks. 

The report was not an indictment of PPTP per se. It simply pointed out issues with the Microsoft implementation. Microsoft has since fixed most or all of the flaws. Still, these issues should be properly evaluated before implementing a VPN based on PPTP. 

Multiprotocol Issues In spite of the fact that PPTP tunnels PPP, which itself supports many protocols, most implementations still do not support more than IP and IPX as payload. This was covered earlier in our AppleTalk scenario. 

Summary

PPTP merits consideration as your VPN tunneling technology of choice when: 

· Microsoft is a strategic vendor and/or your organization is most comfortable using widely deployed and/or mature technology. 

· Transport of IP and/or IPX is a requirement. 

· You are implementing a business-to-business extranet. Because PPTP clients are available "for free," your partners can implement the client software themselves. 

· Performance, scaling, and security are less important to your network. 

L2TP

Once upon a time, there were two protocols, each designed to encapsulate PPP frames and deliver them to the corporate network. They were both very popular and each was capable of initiating its tunnels from RAS equipment. They each set out to accomplish the same thing––facilitate Remote Access Virtual Private Networks via the Internet. They were each sponsored by a different industry powerhouse. Realizing how very important they were, they each traveled to the governing body of Internet standards, the IETF, in search of the IETF's blessing. The IETF was not convinced that either protocol was the one true solution. They were, however, impressed with certain aspects of each protocol. So they instructed the two protocols to get together and combine the best features of each to arrive at a single combined (and standard) protocol. The protocols announced their new, combined mission to the world. Then, after months and months of discussion, development, more discussion, and more development, the new protocol was finally sent to the IETF standards track. Bells rang, grown men wept in the streets, lovers embraced, and birds sang. Then one of the original protocols decided to continue forward along its own path anyway. The other just faded away. 

Thus goes the story of L2TP. L2TP (Layer 2 Tunneling Protocol) came about as the result of a merging of the PPTP and L2F specifications. The protocol that doggedly continues forward is PPTP. The protocol that is, or will be, fading away is L2F (Layer 2 Forwarding). 

Hype or Hope? 

Sometimes technology is hyped up by trade magazines or by certain industry analysts. L2TP is one of those technologies that was hyped even within the standards bodies since it first came into existence, sort of the networking protocol equivalent of Tiger Woods. It is interesting to note that most Internet draft specifications feature one or two authors. Occasionally you'll find one with three listed. The L2TP spec, by comparison, features no less than ten authors representing six separate companies! The good news is that with all that support, chances are that the technology will succeed if for no other reason than so many developers and their companies have so much time and effort invested in the success of L2TP. 

We've already discussed PPTP, but before we get too deep into L2TP, it makes sense to briefly mention L2F. L2F was developed by Cisco Systems as a mechanism for setting up UDP-encapsulated tunnels between remote access equipment and its routers. In reality, L2F has been "retired" as a standard specification; however, its installed base, particularly among makers of networking equipment such as Cisco, Shiva, Northern Telecom, and Compaq/Microcom, has made it somewhat of a de facto standard. We also know of a few Service Providers that have deployed VPN services that use L2F as the tunneling protocol. Still, we believe that L2TP will quickly supplant L2F because: 

1. The two are very similar, but not interoperable. 

2. L2TP is the industry standard––many, many vendors are implementing it. 

3. Cisco, the chief proponent of L2F, has begun to ship L2TP and has effectively retired the L2F protocol. 

Given the status of L2F, both technologically and standards-wise, we feel it does not make much sense to cover L2F to any level of detail in this book. Had we written this book a year or two ago, L2F would have been an integral part of the discussion. Today, however, it would be a waste of time and space, but we suppose that's just how it goes when you're dealing with "Internet time" where technology becomes obsolete in the proverbial blink of an eye. If you have a yen to learn more about L2F, we suggest either finding a copy of the now-expired IETF draft, or better yet, read the product documentation supplied by the companies that still support L2F as a product feature. 

Unlike L2F, L2TP is experiencing widespread popularity throughout the industry and will most likely emerge as the standard for RAS-initiated tunneling. 

How Does L2TP Work?

For the most part, L2TP is used in Hybrid Provider VPNs. Consistent with our earlier definitions then, L2TP tunnels are initiated inside the Service Provider network and terminated on the customer premise. 

The central components of an L2TP network are the LAC (L2TP Access Concentrator) and the LNS (L2TP Network Server). Figure 4.18 depicts a typical L2TP network. Note that PPTP, in its latest version, uses terminology similar to L2TP. The LAC in L2TP is a PAC in PPTP. The LNS in L2TP is a PNS in PPTP.  

In an L2TP network, the LAC performs the following functions: 

· Termination of modem and ISDN calls 

· First-level authentication and tunneling via RADIUS 

· Some level of initial PPP setup, much of which is overridden at a later stage by the LNS 

· Execution of the L2TP protocol in terms of command and control messages and encapsulation of the remote user's PPP traffic in L2TP packets 

The LNS can be thought of as a Remote Access Concentrator that resides "virtually" as a software function inside of another piece of networking equipment on the customer premises. The LNS is responsible for executing key aspects of PPP, such as the Link Control Protocol (LCP) and Network Control Protocol (NCP) that were previously handled by the Remote Access Concentrator. Other traditional RAS functions such as RADIUS (Authentication, Authorization, and Accounting), filtering, Multilink PPP termination, and dial-out are handled by the LNS as options. 

It is important when considering a Service Provider for your remote access VPN, to understand which remote access or RADIUS features you are currently using and which features you will continue to need. Then you can ensure that these are or can be implemented as part of the VPN. This is one reason why the choice of tunneling protocol is important and why you should ask the provider which protocol or protocols they support. 

One Company's Reason to Use L2TP as Opposed to L2F 

Moon-Net is a local ISP offering a variety of advanced services over and above the "standard" menu of Internet Access and content-related services. Townsend Industries recently signed a contract to use Moon-Net's remote access VPN service. Townsend uses its remote access concentrators for tasks that require dial-out as well as dial-in functionality. Moon-Net's service currently uses L2F tunneling, which does not support the dial-out capability through a tunnel. Townsend was dismayed to learn this only after the VPN contract was signed. It threatened to take its business elsewhere until Moon-Net told them that it would soon be transitioning to L2TP, which does support dial-out through the tunnel. They renegotiated the contract such that the monthly charges would be prorated according to the lost level of functionality. When the full range of capabilities is available, billing will revert to the full rate that was negotiated prior to the misunderstanding. 

In most cases, the LAC initiates a tunnel to the LNS––the method illustrated in Figure 4.19 and described step-by-step in the following paragraphs. Keep in mind that this is a very high-level description of L2TP initiation. 

1. The user (user@acme.com) calls the Remote Access Concentrator (RAC). After the call is answered, the RAC sends a RADIUS Access-Request packet to the RADIUS server that contains the user name, including the domain identifier. 

2. It's assumed that the RADIUS server has implemented a dictionary of RADIUS attributes that are used for L2TP tunneling. Logic in the RADIUS server initiates a database lookup based on the user's domain name, in this case acme.com. If there is no record for acme.com in the tunneling database, then the user is authenticated in the typical fashion. If there is a record for acme.com, then the values of the RADIUS attributes in the tunneling dictionary under acme.com are sent to the Remote Access Concentrator in a RADIUS Access-Accept packet. The information contained in the packet is sufficient to enable the RAC to initiate an L2TP tunnel to the LNS. 

3. The LAC initiates a tunnel to the LNS using a series of L2TP command and control packets called Attribute Value Pairs, or AVPs. AVPs are responsible for setting all tunnel parameters as well as the initialization, maintenance, and teardown of the tunnel. 

4. When the user wishes to disconnect, he or she simply logs off the network. The LAC then sends an AVP to the LNS to disconnect the session and sends an accounting message to the RADIUS server indicating that the tunneled session has stopped. The RADIUS server responds affirmatively to the LAC, thus officially ending the tunneled session. 

Between 1997 and 1998, there has been a series of Internet Draft Specifications designed to instruct developers on implementing RADIUS in conjunction with VPN tunneling. Our descriptions are admittedly not very detailed since our intent is to give you a more general flavor for VPN operation while not becoming too bogged down in the gory details. We highly recommend reading these concise, well-written documents in the event you are searching for more detail. 

As is the case with PPTP, L2TP features both command and control packets as well as data packets. While PPTP uses a TCP session to carry the command and control packets, L2TP does not distinguish between packet types. All L2TP packets are UDP encapsulated. Because of the connection-less aspect of L2TP, L2TP utilizes more command and control messages than PPTP, but will also perform better over high latency networks. 

Performance, Scaling, and L2TP

PPP is a mature, well-understood, and widely adopted protocol. By definition, PPP runs over point-to-point links. These links can be transient (like analog or ISDN) or permanent. Because of its maturity, broad acceptance, and most importantly, its design, PPP as a protocol offers a plethora of options and capabilities. These capabilities, however, come at a price in terms of equipment resource requirements, since many PPP options and capabilities must first be negotiated then managed at the two PPP endpoints. 

A Brief Retrospective on PPP Scaling 

Why wasn't PPP scaling an issue prior to the advent of technology such as L2TP? Well, until recently, the scalability of PPP has not been problematic, since most networking equipment never had to handle hundreds or thousands of simultaneous PPP connections. The majority of Remote Access Servers and Concentrators, for instance, are designed to handle up to 48 or 96 PPP connections. Some of the current breed can terminate up to a T3's worth (672) of PPP calls; however, most of these devices feature multiple processors designed to balance the load across the box. 

As corporate Wide Area Networks expanded, routers too were called upon to terminate increasingly high numbers of PPP connections in the form of short- and long-haul point-to-point leased T1 or E1 circuits. This drove the need for increasingly powerful processors and higher port densities on backbone routers. Then, Frame Relay emerged as an alternative, partly because it didn't require a physical connection to each remote location and partly because it didn't carry the overhead that PPP (or for that matter, X.25) did. Once Frame Relay became the preferred WAN protocol in the market, larger networks could actually be built using smaller routers, and the number of PPP connections a router could support became practically irrelevant. 

In an L2TP network, the LNS terminates the PPP connection but it is a virtual connection, not a physical one, as is the case with traditional remote access or leased point-to-point. In traditional remote access, a single T1 carrying individual modem calls must only support up to 24 users, or PPP sessions, simultaneously. The same T1, on the other hand, carrying L2TP traffic may be called upon to support as many users as the available bandwidth will allow. It is entirely conceivable that with L2TP, several hundred active PPP sessions could be simultaneously connected over a single T1. Most equipment (routers, servers, etc.) that runs L2TP is not designed to handle this level of activity. 

Sessions and Tunnels, Tunnels and Sessions 

With Frame Relay, the question was always "How many PVCs can your Frame Relay router support?" The comparable L2TP question seems to be "How many tunnels can your LNS support?" 

In order to answer this question, we must first draw a distinction between a "tunnel" and a "session." A tunnel is essentially defined by the IP addresses of the LAC and LNS. Tunnels also feature command and control messages sent back and forth between the LAC and the LNS. A session is essentially a single PPP connection. PPP sessions are encapsulated within L2TP tunnels. 

L2TP can and does multiplex numerous PPP sessions within a single tunnel. Each of these sessions, constituting a remote user's individual PPP connection, is terminated at the LNS. Each PPP session must be negotiated individually (LCP, NCP, etc). Each session maintains its own encryption and/or compression library. Each maintains separate status regardless of the status of the "tunnel." All of those are somewhat resource intensive. 

Since many more resources are consumed at the session level, the real issue with L2TP is not the number of tunnels as much as it is the number of sessions constituting "virtual" PPP endpoints. 

An L2TP Scaling Scenario 

Plant Manufacturing uses an L2TP-based VPN service offered by a national ISP. The ISP has hundreds of Points of Presence but currently only twenty are hosting remote access sessions for Plant. Plant currently has 200 remote users logged into the corporate network. The breakdown of users per PoP is as follows: 

	Point of Presence
	Number of Users

	Saratoga Springs, NY
	3

	Burlington, VT
	3

	Boise, ID
	2

	St. Louis, MO
	10

	Reston, VA
	20

	Paducah, KY
	8

	Framingham, MA
	3

	Norwalk, CT
	5

	Tarzana, CA
	10

	Oakland, CA
	12

	Denver, CO
	15

	Asbury Park, NJ
	5

	Knoxville, TN
	9

	Boston, MA
	17

	Port Washington, NY
	12

	Duluth, GA
	10

	Durham, NC
	10

	Salt Lake City, UT
	7

	Las Vegas, NV
	25


